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1 iteration 50% redundancy

1 iteration 10% redundancy

#variables:

Ñ Decoupled from any speciÞc DBMS: 

     plugin-based adaptation to different platforms

Ñ Easy to run: the system generates the target schema, transfers the data, computes the core 

automatically (and also cleans up the database to prepare for the next experiment)

Ñ Target database sizes: ~ 10 tables, 1-10 K rows per table, up to 20 K  labeled nulls

Implementing Core Computation
for Data Exchange

Source 
Database

Target
Database

Basic Data Exchange Framework

! st ! t

Shows which data should be 
transferred  to the target.

Employee(Employee, Project , Dept) !

" D, F. Office (Dept, D, F)

Source-to-target constraints
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constraints
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Office (ÓResearchÓ, Division , MainOffice ) !

" B. Salary (ÓResearchÓ, ÓPlanrÓ, B)

. Office (Dept, . . . , . . . ) ! " S, B. Salary (Dept, S, B)

Support S3 B4

B1

Bonus_plan

B1

B1
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! P1, P2, Y1, Y2. Employee(mary, P1, Y1) " Employee(yves, P1, research)

" Employee(john, P 2, Y2) " Employee(john, P 2, support)

! P1, P2, Y1. Employee(mary, P1, Y1) " Employee(yves, P1, research)

" Employee(john, P 2, support)

Logical Meaning of the Salary table
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P2John Support

D1

Division

Y1

Dept.

D2Research
D3Y2
D4Support

F1

Main
ofÞce

Y1

Dept.

F2

Research

F3

Y2

F4

S1

Salary
plan

Plan-r
S2

B1

Bonus
plan

B1

B1

Support S3 B1

Used to mark the occurence of the same, but 

uknown, value at multiple positions in a database

Labeled Nulls

Homomorphism

 !  a functional mapping h between two databases D and 
D', s.t. whenever a tuple x "  D,  h(x) "  D'

 !  constants are always mapped on themselves, and 

labeled nulls can be mapped on constants or on nulls 

Endomorphism

 !  a homomorphism, that maps a database on itself
 !  endomorphism is proper if it maps a database on its 

part:

Retraction is an idempotent endomorphism 

 ! that is, h(D) = h(h(D))
 ! whenever D satisÞes a TGD or an EGD, h(D) also 

does, if h is a retraction [Gottlob and Nash]

Mappings: homomorphisms & Co.

Chase: dependency-driven construction  
               of the target database

T1

T2

Salary (. . . , . . . , B1) ∧ Salary (. . . , . . . , B2) → B1 = B2T4

T3

Coder(M, C, D) ! " P, Y. Employee(M, P, Y)

# Employee(C, P, D)

ST1

Chase TGDs: Add new tuples 
 !  use fresh labeled nulls at places of 
      existentially quantiÞed variablesc1

c2

e1

e2

e3

e4

o1

o2

o3

o4

s1

s2

s3

s4

1. Rewrite the set of target constraints
     (simulate EGDs by TGDs)
2. Chase the rewritten constraints to build the 

target database D satisfying them
4. Set Core !  D
5. Run minimization loop until no nulls left or all 

pairs of terms have been tested 

With rewriting Without
1) Substitute one       with 
    7 new TGDs to

    a) mark equal terms, 

    b) add new versions of 
        existent tuples with all
        possible combinations
        of equal terms.

2) Compute the core

     !  core satisÞes 

Unify terms via 
chase
 !  avoid useless  
      blow-up  

 !  constraint satis-
      faction (cheap) 
      and core compu-
      tation (expensive)
      are decoupled 

 !  database is con-
      sistent and ready 
      for querying right 
      after the chase
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this equality suggests that the 
database can be minimized

 Tuple Generating Dependencies: ! !x (ϕ(!x) " # !y ψ(!x, !y))
! , " Ñ conjunctions of atoms Inclusion dependencies, Join dependencies etc.

TGDs:

Functional dependencies (e.g., Primary keys) etc.

 Equality Generating Dependencies: ! !x (" (!x) " xi = xj )

where i, j # |!x|
φ Ñ conjunction of atoms

EGDs:

FindCore algorithm by 
G.Gottlob and A. Nash (PODS 2006)

Our improvement of FindCore: 
Eliminate the need for the Þrst rewriting step

The most compact  database !  of which  no 
proper  endomorphism exists, is called the 

CORE

Chase EGDs: Unify terms
  !  if different constants have to 

       be uniÞed, then fail

Lineage of nulls and tuples

e4

o3

c2

s3

s4

ST1

o4

e3 T1 T3

siblings

Parent

No Parents

Origin(Y2)  = { e3 } 

Origin of a labeled null               
    !  a set of tuples it was  Þrst created in

Sibling and Parent tuples:
    !   based on the chase sequence, and on origin
          of nulls used to create the tuple

      did not contribute new
  nulls to    , thus is skipped
o3

s3

 no tuple contributed
 nulls to create    and s4o4
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Step (c)
Y2

Support

a. Choose a labeled null x and a term y from dom(C)
b.  Determine a characteristic part of D with Origin(x) and 

Origin(y) where homomorphism checking is tracktable
c.  Check if exists a homomorphism that maps x on y
d. If yes, transform it into a retraction R on the whole  

database D, and set Core !  R(Core)

minimization loop

S2

S3
F2

F3

D2

D3
Step (d)

T4

T4

Dept.
Salary
plan
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plan

Y1 S1 B1
Research Plan-r B1
Support S3 B1

Dept.
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plan
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plan

Y1 S1 B1

Research Plan-r B1

Support S3 B1
Y2 S2 B1

Dept.
Salary
plan

Bonus
plan

Y1 S1 B1

Research Plan-r B1

Support S3 B1

Core(Salary)

Ñ Homomorphism search boils down 

to SQL evaluation.
Select  E.Project AS P2, 
       E.Dept AS Y2, 
       SP.Bonus_Plan AS B1
FROM  Salary S JOIN Employee E 
      ON S.Dept=E.Dept
WHERE Label(Salary_plan)='S3'

Ñ Labeled nulls and homomorphisms 
are simulated by views

Step (c) in SQL:

Constraints and 
schemas

<XML/>

Any Jdbc 
source

Target
Database

Oracle, Postgre

Data Exchange       
Engine

Java, XSLT

Prototype 
implementation

Core approximations 
usually allow to 

eliminate up to 90% of 

nulls with only one 

interation of the 

minimzation loop due

to use of simple heuristics for choosing  substitutions for nulls
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everybody has the same bonus plan


